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Chapter 1



Chapter 1 The Database Environment and Development Process

Chapter Overview

The purpose of this chapter is to introduce students to the database approach to information sys​tems development, the important concepts and principles of the database approach, and the data​base development process within the broader context of information systems development. This is an important chapter because it conveys a sense of the central importance of databases in today’s information systems environment and in all modern enterprises. The idea of an organizational database is intuitively appealing to most students. However, many students will have little or no background or experi​ence with the technical implementation of databases. Others will have had some experience with database management systems intended for personal or workgroup use (such as Mi​crosoft Access). Consequently, they have a limited perspective concerning an organizational approach to databases.

In this chapter we introduce the basic concepts and definitions of databases. We contrast data with information, and introduce the notion of metadata and its importance. We contrast the database approach with older file processing systems, and introduce the Pine Valley Furniture Company case to illustrate these concepts. We describe the range of database applications from databases with a personal or workgroup scope to enterprise databases and identify key decisions that must be made for each type of database. We describe both the potential benefits and typical costs of using the database approach. We also trace the historical evolution of database systems, in order to provide a context for understanding the database approach for data storage and retrieval. 

The chapter also presents an expanded description of the systems development life cycle (including an introduction to rapid application development methods of prototyping and agile software development) and the role of database development within it. The chapter provides an updated description of the well-known three-schema architecture and uses it to summarize the various deliverables of database development. The chapter concludes with an example of database development in the context of the Pine Valley Furniture Company case.

Chapter Objectives


Specific student learning objectives are included at the beginning of each chapter. From an instructor’s point of view, the objectives of this chapter are to:
1. Create a sense of excitement concerning the data and database management field and the types of job opportunities that are available.

2. Acquaint students with the broad spectrum of database applications and how organizations are using database applications for competitive advantage. 

3. Introduce the key terms and definitions that describe the database environment.

4. Describe data models and how they are used to capture the nature and relationships among data.

5. Describe the major components of the database environment and how these components interact with each other.

6. Provide a review of systems development methodologies, particularly the systems development life cycle, prototyping, and agile software development; and build an understanding of how database development is aligned with these methodologies.

7. Develop an understanding of the different roles within a database development team.

8. Make students aware of the three-schema architecture and its benefits for database development and design.

9. Introduce the Pine Valley Furniture Company case, which is used throughout the text to illustrate important concepts.
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Classroom Ideas
1. Start with a discussion of how students interact with systems built on databases on a daily basis (credit card transactions, customer loyalty cards, telephone calls, cell phone contact lists, downloadable music, etc.). If you teach in a classroom with computers, ask students to find examples of Web sites that appear to be accessing databases.

2. Contrast the terms “data” and “information”. Using Figure 1-1 as a starting point, have the students provide some good examples of data and information from their own experiences. This may well lead to some differences of opinion, and the conclusion that one person’s data may be another person’s information.

3. Introduce the concept of metadata using Table 1-1. Ask the students to suggest other metadata that might be appropriate for this example.

4. Discuss file processing systems and their limitations, using Figure 1-2 and Table 1-2. Emphasize that many of these systems are still in use today.

5. Introduce data models using Figure 1-3. Discuss the differences between an enterprise data model and a project data model, using Figures 1-3 (a) and (b).

6. Discuss each of the advantages of the database approach (Table 1-3). Stress that these advantages can only be achieved through strong organizational planning and commitment. Also discuss the costs and risks of the database approach (Table 1-4).

7. Introduce the students to the major components of the database environment (Figure 1-5). Stress the interfaces between these components and the fact that a proper selection of the components can “make or break” a database implementation.

8. Discuss the range of database applications (personal computer to enterprise) using Figures 1-6 through 1-8 and Table 1-5. Ask your students to give other examples of each of these types of databases.

9. Introduce the concept of a data warehouse as a type of enterprise database. This topic is described in detail in Chapter 9.

10. Review the evolution of database technologies and the significance of each era (Figure 1-10). Add your own perspective to the directions that this field is likely to take in the future.

11. Your students may have examples from their workplaces to contribute about client/server architectures. You may also provide them with an understanding of where the DBMS software and their data will be stored at your school as an illustration.

12. A quick in-class demo of Microsoft Access or similar product is useful to give the students an initial exposure to a DBMS and demonstrate a prototyping approach to database development. Consider using the PVFC prototyping request as an example.
13. Discuss the role of CASE tools and a repository in information systems development. If appropriate, find out what CASE tools your students use in their work environment and their experience with these tools. If feasible, provide an in-class demonstration of a CASE tool.

14. If time permits, have the students answer several problems and exercises in class. 

15. Use the project case to reinforce concepts discussed in class. Students can be assigned to work on this case in class if time permits, or it can be used as a homework assignment. 

16. If time permits, use Teradata University Network resources to demonstrate the structure and contents of a relational database for some of the textbook datasets. Demonstrate, or lead students through, some simple SQL retrieval exercises against the textbook databases.
Answers to Review Questions

1.
Define each of the following key terms: 

a. Data. Stored representations of objects and events that have meaning and importance in the user’s environment

b. Information. Data that have been processed in such a way as to increase the knowledge of the person who uses it

c. Metadata. Data that describes the properties or characteristics of end-user data and the context of that data

d. Database application. An application program (or set of related programs) that is used to perform a series of database activities (create, read, update, and delete) on behalf of database users

e. Data warehouse. An integrated decision support database whose content is derived from the various operational databases

f. Constraint. A rule concerning data elements and their relationships in a database.

g. Database. An organized collection of logically related data

h. Entity A person, place, object, event, or concept in the user environment about which the organization wishes to maintain data

i. Database management system. A software system that is used to create, maintain, and provide controlled access to user databases

j.  Client/server architecture. A local area network-based environment in which database software on a server (called a database server or database engine) performs database commands sent to it from client workstations, and application programs on each client concentrate on user interface functions

k. Systems development life cycle (SDLC). A traditional methodology used to develop, maintain, and replace information systems

l. Agile software development. An approach to database and software development that emphasizes individuals and interactions over processes and tools, working software over comprehensive documentation, customer collaboration over contract negotiation, and response to change over following a plan

m. Enterprise data model. The first step in database development, in which the scope and general contents of organizational databases are specified

n. Conceptual data model (or schema). A detailed, technology-independent specification of the overall structure of organizational data

o. Logical data model (or schema). The representation of data for a particular data management technology (such as the relational model). In the case of a relational data model, elements include tables, columns, rows, primary and foreign keys, as well as constraints.

p. Physical data model (or schema). A set of specifications that detail how data from a logical data model (or schema) are stored in a computer’s secondary memory for a specific database management system. There is one physical data model (or schema) for each logical data model.

2.
Match the following terms and definitions:


c
data


b 
database application


l 
constraint 


g 
repository


f 
metadata


m 
data warehouse


a 
information


j 
user view


k
database management system


h 
data independence


e 
database


i
enterprise resource planning (ERP)


r
systems development life cycle (SDLC)

o
prototyping


d
enterprise data model


q
conceptual schema


p
internal schema


n
external schema

3.
Contrast the following terms:

a. Data dependence; data independence. With data dependence, data descriptions are included with the application programs that use the data, while with data independence the data descriptions are separated from the application programs.

b. Structured data; unstructured data. Structured data refers to facts related to objects and events of importance in the user’s environment and represent the traditional data that is easily stored and retrieved in traditional databases and data warehouses. Unstructured data refers to multimedia data, such as images, sound and video segments or to unstructured textual data. All these types of data are now stored as part of the user’s business environment.

c. Data; information. Data consist of facts, text, and other multimedia objects, while information is data that have been processed in such a way that it can increase the knowledge of the person who uses it.

d. Repository; database. A repository provides centralized storage for all data definitions, data relationships, and other system components (metadata or data about data), while a database is an organized collection of logically related data in which the organization is interested for business purposes.

e. Entity; enterprise data model. An entity is an object or concept that is important to the business, while an enterprise data model is a graphical model that shows the high-level entities for the organization and the relationship among those entities.

f. Data warehouse; ERP system. Both use enterprise level data. Data warehouses store historical data at a chosen level of granularity or detail, and are used for data analysis purposes, to discover relationships and correlations about customers, products, and so forth that may be used in strategic decision making. ERP systems enable an organization’s business processes and integrate operational data at the enterprise level, integrating all facets of the business, including marketing, production, sales, and so forth.

g. Two-tier databases; multi-tier databases. Both permit easier data sharing among multiple users than a PC-based database by storing the database and the DBMS on a centralized database server accessible via the network. A two-tier database houses the business logic and the user interface on the client devices. Multi-tier databases tend to house the user interface on client devices and the business logic may be maintained on multiple server layers to accomplish the business transactions requested by client devices.

h. Systems development life cycle; prototyping. Both are systems development processes. The SDLC is a methodical, highly structured approach that includes many checks and balances. Consequently, the SDLC is often criticized for the length of time needed until a working system is produced, which occurs only at the end of the process. Increasingly, organizations use more rapid application development (RAD) processes, which follow an iterative process of rapidly repeating analysis, design, and implementation steps until you converge on the system the user wants. Prototyping is a widely used method within RAD. In prototyping, a database and its applications are iteratively refined through a close interaction of systems developers and users.

i. Enterprise data model; conceptual data model.  In an enterprise data model, the range and contents of the organizational databases are set. Generally, the enterprise data model represents all of the entities and relationships. The conceptual data model extends the enterprise data model further by combining all of the various user views and then representing the organizational databases using ER diagrams.

j. Prototyping; Agile software development. Prototyping is a rapid application development (RAD) method where a database and its application(s) are iteratively refined through analysis, design, and implementation cycles with systems developers and end users. Agile software development is a method that shares an emphasis on iterative development with the prototyping method yet further emphasizes the people and rapidity of response in its process.

4.
Five disadvantages of file processing systems:


a. 
Program-data dependence


b. 
Duplication of data


c. 
Limited data sharing


d. 
Lengthy development times


e. 
Excessive program maintenance

5. 
Nine major components in a typical database system environment:

a. CASE tools: automated tools used to design databases and database applications

b. Repository: centralized storehouse of data definitions

c. Database management system (DBMS): commercial software used to define, create, maintain, and provide controlled access to the database and the repository

d. Database: organized collection of logically related data

e. Application programs: computer programs that are used to create and maintain the database

f. User interface: languages, menus, and other facilities by which users interact with the various system components

g. Data administrators: persons who are responsible for the overall information resources of an organization

h. System developers: persons such as systems analysts and programmers who design new application programs

i. End users: persons who add, delete, and modify data in the database and who request information from it

6.
Relationships between tables:


Relationships between tables are expressed by identical data values stored in the associated columns of related tables in a relational database.

7.
Definition of data independence:


Data independence refers to the separation of data descriptions from the application pro​grams that use the data. It is an important goal because it allows an organization’s data to change and evolve without changing the application programs that use the data. Addi​tionally, data independence allows changes to application programs without requiring changes in data storage structure.

8.
10 Potential benefits:

Potential benefits of the database approach are:

a. Program–data independence

b. Minimal data redundancy

c. Improved data consistency

d. Improved data sharing

e. Increased development productivity

f. Enforcement of standards

g. Improved data quality

h. Improved data accessibility and responsiveness

i. Reduced program maintenance, and

j. Improved decision support.

9.
Five costs or risks of the database approach are:

a. New, specialized personnel

b. Installation, management cost, and complexity

c. Conversion costs

d. Need for explicit backup and recovery, and

e. Organizational conflict.

10.
Three-tiered database architecture definition:


A database architecture that allows the data for a given information system to reside in multiple locations or tiers of computers. The purpose is to balance various organizational and technical factors. Also, the processing of data may occur at different locations in order to take advantage of the processing speed, ease of use, or ease of programming on different computer platforms. Although four (and even more) tiers are possible (that is, data on a desktop or laptop microcomputer, workgroup server, department server, a corporate mainframe), three tiers are more commonly considered: 

· Client tier. A desktop or laptop computer or another type of mobile device, which concentrates on managing the user-system interface and localized data—also called the presentation tier

· Department (or workgroup) server tier. Performs calculations and provides access to data shared within the workgroup—also called the process services tier

· Enterprise server (or mainframe) tier. Performs sophisticated calcula​tions and manages the merging of data from multiple sources across the organiza​tion—also called the data services tier

11.
Possibility of no database on a tier of 3-tiered database?

Yes, it is possible. The end user machine (in the client tier)—a PC, for example—might have presentation logic but no database installed on it.

12.
Five SDLC phases:

a. Planning
Purpose: To develop a preliminary understanding of the business situation and how information systems might help solve a problem or make an opportunity possible Deliverable: A written request to study the possible changes to an existing system; the development of a new system that addresses an information systems solution to the business problems or opportunities

b. Analysis
Purpose: To analyze the business situation thoroughly to determine requirements, to structure those requirements, and to select between competing system features

Deliverables: The functional specifications for a system that meets user requirements and is feasible to develop and implement
c. Design 
Purpose: To elicit and structure all information requirements; to develop all technology and organizational specifications
Deliverables: Detailed functional specifications of all data, forms, reports, displays, and processing rules; program and database structures, technology purchases, physical site plans, and organizational redesigns

d. Implementation 

Purpose: To write programs, build data files, test and install the new system, train users, and finalize documentation

Deliverables: Programs that work accurately and according to specifications, documen​tation, and training materials

e. Maintenance 
Purpose: To monitor the operation and usefulness of a system; to repair and enhance the system

Deliverables: Periodic audits of the system to demonstrate whether the system is accu​rate and still meets needs
13.
Activities and five phases of SDLC?

Database development activities occur in every phase of the SDLC. Actual database development is most intense in the design, implementation, and maintenance steps of the SDLC.

14.
Commonalities of SDLC, prototyping, and agile development methodologies:


Procedures and processes that are common to SDLC, prototyping, and agile methodologies include:
· Understanding and analyzing the customer’s business requirements for the system
· Translating the customer’s requirements into specifications (logical & physical) for systems development
· Developing databases and software programs to meet specifications; and
· Implementing an operational system.
The methodologies are considered to be different not because of what is done, but be​cause the timing of the methodologies differ. The SDLC methodology is methodical and thorough which makes it well-suited for systems that populate and revise databases. Pro​totyping, with its rapidly repeating analysis, design, and implementation phases, is well-suited for systems that retrieve data and for helping to refine a customer’s requirements for a new system. Agile software development emphasizes quick responses and rests on high-involvement from knowledgeable customers. Agile software development is well-suited to projects with unpredictable and/or rapidly changing requirements and responsi​ble developers (per text citation of Fowler, 2005).
15.
Differences between conceptual schema, user view, and internal schema:

A conceptual schema defines the whole database without reference to how data are stored in a computer’s secondary memory. A user view (or external schema) is also independent of database technology, but typically contains a subset of the associated conceptual schema, relevant to a particular user or group of users (e.g., an inventory manager or accounts receivable department). An internal schema consists of both a physical schema and a logical schema. A logical schema consists of a representation of the data for a type of data management technology. For example, if the relational model is the technology used, then the logical schema will consist of tables, columns, rows, primary keys, foreign keys and constraints. A physical schema contains the specifications for how data from a logical schema are stored in a computer’s secondary memory.

16.
Three-schema architecture:


a. external schema


b. conceptual schema


c. internal schema

17.
Phases and activities of SDLC within textbook scenario:

Student answers may vary depending upon whether or not they read the section closely enough to realize that Chris is following a prototyping methodology approach to developing the database application for PVFC.  The prototyping methodology is shown in Figure 1-8, while the traditional development approach is shown in Figure 1-7.  
According to Figure 1-8, Chris’ project activities would map to the following phases of the prototyping database development process:
	Chris’ activities
	Prototype phase (and comments)

	Project Planning
	Identify Problem (Conceptual data modeling)
- To some extent, a separate “planning” phase does not really exist under the prototyping approach as it happens continuously as the prototype evolves.  On the other hand, the Identify Problem phase involves sketching a preliminary data model, which is work that Chris clearly completes.

	Analyzing Database Requirements
	Identify Problem (Conceptual data modeling)

Develop initial prototype (Logical database design)

- In this stage of Chris’ work with Helen, he is still gathering iterations of the kinds of data that Helen needs to do her job.  In some ways, Chris is refining the Conceptual data model, and in other ways Chris is developing the more detailed Logical database design.

	Designing the Database
	Develop initial prototype (Logical database design, Physical database design and definition, database implementation)
- Chris takes the knowledge he has gained from the initial sessions with Helen and begins to build a functioning example of the database in an agreed-upon relational database management system.

	Using the Database
	Implement and use prototype; Revise and enhance prototype (Database maintenance)
- Chris provided enough of a working sample database that Helen could use it and make suggestions about how to revise it.  Chris could iteratively make changes to improve the solution, and move some initial ad-hoc queries into more formal reports.

	Administering the database
	Convert to operational system (Database maintenance)

- Chris and Helen agreed that the prototype was functioning efficiently enough to allow it to become the everyday, operational, “production” system for Helen to use.  As requested by Helen, and when time allows, Chris is able to make changes to the operational database to better meet Helen’s needs and requests.


18.
Why does PVFC need a data warehouse?
Pine Valley Furniture Company (PVFC) uses a database management system to support its operational functions but this database is not structured in a way that supports timely analysis of trends or historical patterns. PVFC can benefit from a data warehouse that is appropriately structured for questions related to vendor pricing and/or customer order patterns over time. A data warehouse would enable PVFC to summarize data drawn from various operational databases (i.e., personal, workgroup, department, and ERP) into meaningful structures for timely decision-making access.

19.
Three areas where very large databases are used:

Very large databases are being used to improve customer relationship management (CRM) by creating CRM systems that react to individual customer’s purchase behavior. For example by suggesting other items that a customer may want to purchase based on that customer’s previous purchases. They are also being used to improve employee relationship management by tracking employee skills and sending notice when an internal job opportunity that needs a particular skill that the employee possesses is announced. Online shopping sites are able to carry a large virtual inventory stored in a database for the customer to peruse.

Solutions to Problems and Exercises
1.
Examples of relationships:
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2.
Advanced data types have several special requirements:

a. Storage requirements – multimedia objects (such as images, sound, and video clips) require substantial storage capacity, which needs to be justified.

b. Content management – this is the problem of storing, locating, and retrieving the multimedia objects. This process requires specialized software not generally available in a relational DBMS or extra effort to create a means to rapidly access multimedia objects (such as keyword indexes).

c. Maintenance – while conventional relational data are easily updated, multimedia objects may require maintaining multiple versions of the data. Usually the whole object needs to be restored because it is treated as a whole rather than a set of parts.

3.
Metadata for Class Roster:

Please note that some columns have been omitted in order to save space.  Columns “Created”, “Updated”, and “Responsible Party” were added to the metadata.
	Name
	Type
	Description
	Source
	Created
	Updated
	Responsible Party

	Course
	Alphanumeric
	Course ID and name
	Academic Unit
	5/10/2013
	6/1/2013
	Registrar

	Section
	Integer
	Section number
	Registrar
	5/10/2013
	
	Registrar

	Semester
	Alphanumeric
	Semester and year
	Registrar
	5/10/2013
	
	Registrar

	Name
	Alphanumeric
	Student name
	Student IS
	8/07/2012
	
	Student IS

	ID
	Integer
	Student ID (SSN)
	Student IS
	8/07/2012
	
	Student IS

	Major
	Alphanumeric
	Student major
	Student IS
	8/07/2012
	11/15/2012
	Student IS

	GPA
	Decimal
	Student grade point average
	Academic Unit
	8/07/2012
	5/10/2013
	Department Chair


4.
Why do organizations create multiple databases?

There are several reasons. First, because of resource limitations, organizations fund de​velopment of their information systems one application at a time. Second, organizations may acquire some of their information systems from outside vendors. This also results in proliferation of databases. Third, mergers and acquisitions generally result in multiple databases. 

What organizational and personal factors lead an organization to have multiple, independently managed databases?

Perhaps the most common reason is that end users and user groups develop their own database applications, rather than wait for the central IS organization to develop a centralized database. Also the pressures associated with rapid business change result in organizations taking a short-term, suboptimal approach rather than a careful, long-term strategy. 

5.
Data entities and Enterprise Data Model for student organization or group:

This is a good in-class, interactive exercise for individuals or small groups. For individuals, have each student choose a student club, fraternity/sorority, or other organization to illustrate a “top-down” approach to develop an enterprise data model. For small groups, divide the class into groups and have each group work to develop an enterprise data model for a club, fraternity/sorority, or other organization. Reconvene as a large class to compare/contrast each of the small group enterprise data models. Identify the similarities and differences through class discussion.

6.
Data from driver’s license bureau:
a. Driver’s name, address, and birthdate: structured data

b. The fact that the driver’s name is a 30-character field: metadata; fact describing property

c. A photo image of the driver: unstructured data

d. An image of the driver’s fingerprint: unstructured data

e. The make and serial number of the scanning device that was used to scan the fingerprint: structured data

f. The resolution (in megapixels) of the camera that was used to photograph the driver: metadata; fact describing context

g. The fact that the driver’s birth date must precede today’s date by at least 16 years: metadata; fact describing context

7. 
Great Lakes Insurance database suggestion:
One suggested approach would be to create an enterprise database to contain all information about customers, policies, etc. The need for an enterprise database is clear, since policy information would need to be accessed not just by the sales team but also by the actuarial department and the claims department. For inside agents, access to the database would be through an intranet, utilizing a browser-based application as the front-end. Each outside agent would have a personal database on his or her notebook computer with only information for his or her territory. The personal database would then be synchronized periodically with the enterprise database through the use of an extranet.

8.
Pet Store data model questions:
a. one-to-many

b. one-to-many

c. There could be a relationship between customer and store. (It would be useful if the customer had never purchased a pet, so for example the store could send mailings to prospective customers.)

9. 
Questions about Figure 1-12 database:

Some common data elements that may be redundant are: Vendor ID, Vendor Name, Vendor Address, Customer ID, Customer Last Name, Customer First Name, Customer Middle Initial, Purchase Order Number, and Purchase Order Date.

This duplication may lead to the problem that payments may not be properly matched to vendor orders, or that customer receipts are improperly matched to customer bills. These potential mismatches could cause issues in collection and payment of financial transactions for the organization, and may cause issues with relationships with customers and vendors.

At a first glance, these duplications appear to violate the principles of the database approach outlined in this chapter. However, the organization may have procedural or system checks-and-balances that periodically audit or synchronize the apparent data duplication throughout the organization in this three-tier scenario. These checks-and-balances are not apparent on this Figure, and might compensate for the apparent violation of database approach principles.

10. 
Representation of SDLC:
The representation of the systems development life cycle has changed from the original waterfall metaphor. While it is a more compact representation, there are still some problems. For example, it is not purely linear. Also, it is possible to conduct steps in parallel due to time overlaps. One additional problem of a pure SDLC model is the inability to go back from one step to another without completing the entire five-step process; most practical SDLC implementations allow movement between stages in both directions.
11. 
Three additional entities for PVFC:  EMPLOYEE, SUPPLIER, and SHIPMENT might be good examples since all of them represent major categories of data about the entities managed by the organization

12.
Consider Business Enterprise example:
a. Enterprise Data Model
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b. Benefits from a multiple-tiered architecture for data:
Considerations for using a multi-tier architecture: Since much of the data may be updated from a large number of different functions, network traffic will be an issue of crucial importance. Processing close to the source data could reduce network traffic. Client technologies however, can be mixed (personal computers with Intel or Motorola processors, network computers, information kiosks, etc.) and yet, share common data. In addition, you can change technologies at any tier with limited impact on the system modules on other tiers. All this will allow for data consistency and maintaining academic standards—a critical success factor for the academic unit.

13.
Location of prototype database: 

Department databases are often developed collectively by end users, systems profes​sionals working in business units, and central database professionals. A combination of people is necessary since a wide variety of issues must be balanced in the design of shared databases: processing speed, ease of use, differences in data definitions, and the like. Often, the prototype being developed will be located on a development area server, where those involved with the project will have easy access to the database and no likelihood of interfering with the organization’s production databases. This answer assumes that the organization maintains a development and production server for the databases.
14.
Enterprise data models and conceptual data models:

Enterprise data modeling results in a total picture or explanation of organizational data, not in the design for a particular database. A particular database provides the data for one or more information systems, whereas an enterprise data model, which may encompass many databases, describes the scope of data maintained by the organization. Therefore, the level of abstraction associated with an enterprise data model is higher; conceptual data models will be more detailed.
15. 
Explain Figure 1-14:

The single line connection indicates a one-to-one relationship between the entities. In business terms: each order is billed on exactly one invoice, each invoice is written for only one order. In contrast, many payments can be made on one order. Remember to model for the exceptions.
16.
SQL statements in Figures 1-17 and 1-18:

a. The field size for the ProductLineName field in the Product table may be 1 – 40 characters.  This size is due to the SQL Create Table definition of ProductLineID field being set to 40 characters, with a VARCHAR datatype.
b. The ProductID field is specified as NOT NULL in the SQL statement. ProductID is a required attribute because it is designed as the Primary Key of the table, and in relational design Primary Key fields cannot be empty or missing.
c. The FOREIGN KEY clause in the SQL statement tells us that the ProductLineID field in the Product_T table refers back to the ProductLineID primary key that is stored in the ProductLine_T table.  This FOREIGN KEY clause is the way that referential integrity in a relational database is enforced in the actual physical database.

17.
SQL Query in Figure 1-19:

a. SalesToDate is calculated by multiplying the quantity of product units by the price within the order.

b. Eliminating “Home Office” from the Criteria line under ProductLineName would result in all product line names being displayed, not just the Home Office line. 

18.
Figure 1-15 and new query specification questions:

a. The following entities will be needed: Payment, Invoice, Order, Order Line, Product, Customer


b. All of the above entities will be needed for the SQL query.
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